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Tower of Hanoi

Problem

Instance: There are three pegs and n disks of
radius 1,2,...,n.

Initially, all disks are on the first peg, in order
of radius.

In each move, you can move one disk from one
peg to another, but you can never place a
larger disk on top of a smaller disk.

To win the game, stack all disks on the third
peg (again in order of radius).

Task: Find the minimum number of moves to
win the game.

Note: We do not have to report the actual
moves.




Tower of Hanoi

Play the game here: https://cgi.cse.unsw.edu.au/~cs9020/cgi-bin/towers
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https://cgi.cse.unsw.edu.au/~cs9020/cgi-bin/towers

Tower of Hanoi

» To find the minimum number of
moves, we'll need a systematic
winning strategy.

Observation

The largest disk has to move from the first
peg to the third peg.

v

Observation

The largest disk can only move from one
peg to another if all the other disks are on
the remaining peg.

.




Tower of Hanoi

» To determine the smallest number of
moves overall, we should:

1. compute the smallest number of moves
needed to transfer disks 1 to n — 1 from
the first peg to the second peg,

2. add 1, to move disk n to the third peg,
and finally

3. compute the smallest number of moves
needed to transfer disks 1 to n — 1 from
the second peg to the third peg.

» The first and third parts of this can be
solved recursively, noting that disk n does

not interfere with the movement of any
smaller disks.

The solution we have described is a divide
and conquer approach.
e Divide: nothing to do before recursion.
e Conquer: twice, recursively solve for
n — 1 disks.
e Combine: add the number of moves in
all three steps.

Each additional disk approximately doubles
the amount of work, leading to an
exponential time complexity.

Is there any redundancy?



Tower of Hanoi

» The two recursive steps are equivalent to each other. It should take the same number of
moves

1. to transfer disks 1 to n — 1 from the first peg to the second peg, as
3. to transfer disks 1 to n — 1 from the second peg to the third peg.

> Here, we use overlapping subproblems.
e In Divide and Conquer (e.g., mergesort), we solve each of the child instances in isolation.
e But if the child instances are equivalent to each other, we can just solve one and then re-use
the result.
e More generally, if they have some overlapping structure, we can store the answers to smaller
subproblems and re-use them later.



Tower of Hanoi

» With this observation, we now only need to recurse once.
» This avoids doubling the work performed for each new disk.

» More precisely, the minimum number of moves satisfies the recurrence

moves(n) = 2moves(n — 1) + 1.

» In general,
moves(i/) = 2moves(i — 1) + 1
for all i > 2.
e The recursion takes effect from i = 2 because it doesn't make sense for i = 1; there is no

smaller number of disks to recurse to.

» With the base case moves(1) = 1 (why?), we could now solve for
moves(2), moves(3), ..., moves(n) in succession using the recurrence.

» Each of these takes constant time, so the answer moves(n) is found in ©(n) time.



Tower of Hanoi

In this example, the recurrence can in fact be solved explicitly to find moves(n) = 2" — 1.

However, we won't dwell on this because the method we used to find moves(n), i.e., recursion
with subproblem reuse, is more generally applicable.

What is the time complexity of calculating moves(n) using the closed form?

Use fast exponentiation.




What is dynamic programming?

The main idea is to solve a large problem recursively by building from (carefully chosen)
subproblems of smaller size.

Substructure property

We must choose subproblems so that

answers to smaller subproblems (child instances) can be combined to answer a larger
subproblem (parent instance).




Why is dynamic programming useful?

> Recently we discussed greedy algorithms, where the problem is viewed as a sequence of
stages and we consider only the locally optimal choice at each stage.

» We saw that some greedy algorithms are incorrect, i.e., they fail to construct a globally
optimal solution.

> Also, greedy algorithms are unhelpful for certain types of problems, such as enumeration
(“count the number of ways to ...").

» Dynamic programming can be used to consider all the options at each stage without
repeating work; “efficient brute force”.

10 f UNSY



Why is dynamic programming efficient?

» We will see another problem-solving paradigm that uses recursion: divide-and-conquer.

» D&C aims to break a large problem into disjoint subproblems, solve those subproblems
recursively and recombine.

e Examples include binary search and mergesort.

» However, DP is characterised by overlapping subproblems.

Overlapping subproblems property

We choose subproblems so that
the same subproblem occurs several times in the recursion tree.

When we solve a subproblem, we store the result so that subsequent instances of the same
subproblem can be answered by just looking up a value in a table.

11 UNSW



The parts of a dynamic programming algorithm

» A dynamic programming algorithm consists of three parts:
e a definition of the subproblems;
e a recurrence relation, which determines how the solutions to smaller subproblems are
combined to solve a larger subproblem, and
e any base cases, which are the trivial subproblems - those for which the recurrence is not
required.

12 UNSW



Executing a dynamic programming algorithm

» We will talk about dynamic programming algorithms in an iterative (bottom-up) sense:
e start with the base cases - the “smallest” subproblems, then
e gradually solve increasingly “larger” subproblems using the recurrence.
» Answers to subproblems will be stored in a lookup table (usually an array indexed by the
parameters of the subproblem).
» When you implement dynamic programming algorithms using a programming language,
you can consider recursive (top-down) implementation as an alternative.

13 : UNSW



Putting it all together

» We need to solve the subproblems in an order that respects the dependencies; more on
this later.

» The original problem may be one of our subproblems, or it may be solved by combining
results from several subproblems, in which case we must also describe this process.

» Finally, we should be aware of the time complexity of our algorithm, which is usually given
by multiplying the number of subproblems by the ‘average’ time taken to solve a
subproblem using the recurrence.

14 UNSW
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Correctness

» To justify the correctness of a dynamic programming algorithm, we need to provide a brief
justification that
e the recurrence correctly relates subproblems to each other,
e the base cases have been correctly solved (usually straightforward)
e the overall answer has been correctly solved (often straightforward).



How to develop dynamic programming algorithms

» Choose an order to build up the solution.
> Pick a tentative subproblem specification, starting with just enough parameters to answer
the overall problem.
e e.g., if you need to output the best value using up to k items, then number of items taken
so far should be a parameter.
» Try to make a recurrence between these subproblems.
e If you can't determine which transitions are allowed using only these parameters, try adding
more, and repeat until it stabilises.
e Solve the necessary base cases (usually easy).
> Analyse time complexity.

e Removing unnecessary parameters may reduce the number of subproblems.
e Use of data structures may speed up the recurrence.

16 : UNSW
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Hopscotch

Problem

Instance: Rui is playing a version of hopscotch
on a linear court. They start in square 0 and
want to get to square n.

From any square, Rui can step one square
forward, or jump two squares forward.

Task: Design a linear time algorithm to count
the number of ways that Rui can reach
square n.
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Hopscotch

» Choose a tentative subproblem specification.
e For the full problem, we need the number of ways of reaching the last square, so let's
associate to each square the number of ways of reaching it, say ways.
» Try to form a recurrence between these subproblems.
e Square i can be reached by:

o getting to square i — 1 in any sequence of moves, then taking a step, or
o getting to square i — 2 in any sequence of moves, then taking a jump.

e Therefore ways(i) = ways(i — 1) + ways(i — 2) for i > 2.
e Base cases are ways(0) and ways(1), which we can quickly count in full.

» O(n) subproblems each taking constant time, total time is linear.
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Hopscotch

Subproblems: let ways(/) be the number of
ways to reach square 7, for each 1 < < n.

Recurrence: for i > 2, Order of computation: solve
subproblems in increasing order of i.
This ensures that we have already
computed ways(i — 1) and

ways(i — 2) when we use the

> any sequence of moves to reach square recurrence to compute ways(/).
i — 1, then a step, or

ways(i) = ways(i — 1) + ways(i — 2),

because square i can be reached by:

Overall answer: ways(n).
> any sequence of moves to reach square

i — 2, then a jump. Time complexity: O(n) subproblems
each taking O(1) time, for a total
Base cases: ways(0) = 1 because the only way running time of O(n).

to reach square 0 is to do nothing, and
ways(1) = 1 because the only way to reach
square 1 is to take a single step.




Hopscotch

ways(i) |1|1|/2|3|5|8

ways(i) = ways(i — 1) + ways(i — 2)

You might recognise that this is the famous Fibonacci sequence.

The closed form is less useful in this example because it uses irrational numbers.

21 UNSW
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Longest Increasing Subsequence

Problem

Instance: a sequence of n real numbers
All..n].

Task: determine the length of a longest
subsequence (not necessarily contiguous) in
which the values in the subsequence are strictly
increasing.

V.

» A natural choice for the subproblems is as

follows: for each 1 < i < n, let len(/) be
the length of the longest increasing
subsequence of A[L..i].

However, it is not immediately obvious
how to relate these subproblems to each
other.

A more convenient specification is to let
len(7) be the length of the longest
increasing subsequence of A[1../] that
includes the last element A[i].

Note that the overall solution is obtained
by taking the best of the answers to all the
subproblems, i.e., the longest increasing
subsequence ending at any index.



Longest Increasing Subsequence

» We will try to find len(i) by extending the sequence which achieves len(j) for some j < i.

» Supposing we have already solved all of these earlier subproblems, we now look for all
indices j < i such that A[j] < A[i].

» Among those indices, we pick the index m that maximises len(m), and extend that
sequence with A[/].

» This forms the basis of our recurrence.

» The recurrence is not necessary if i = 1, as there are no previous indices to consider, so
this is our base case.

24 : UNSW



Longest Increasing Subsequence

Subproblems: for each 1 < i < n, let Order of computation: solve
len(i) be the maximum length of an subproblems in increasing order of i.
increasing subsequence of A[L..i] which
ends with A[/]. Overall answer: the overall LIS is the
best of those ending at some element, i.e.,
Recurrence: for i > 2, max len(/).
1<i<n

len(i) =1+ e len(j)- Time complexity: O(n) subproblems

j
All<All each taking O(n) time, and overall answer
calculated in O(n) time, for a total
Base case: len(1) = 1. running time of O(n?). )
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Longest Increasing Subsequence

i 1234|5678
Alil |15|11 13|16 |12 |17 |18 | 14
len()| 1| 1|2 |3|2|4|5]3

len(i) =1+ max len()

J
Alj]<A[]
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Longest Increasing Subsequence: correctness proof (sketch)

» Why does this produce valid and optimal solutions to subproblems? We can use an

inductive argument.
e As a base case, len(1) = 1 as an array of length 1 has a LIS of length 1.

(Valid) len(/) is the length of an increasing subsequence of A[1..i/] that ends with A[/]
because we extend an increasing subsequence that ends with some A[j] where j < i and
Alj] < Ali].
(Optimal) We claim that if a sequence of indices [..., m,i] is a LIS ending at index i,
then omitting the last entry must leave a LIS ending at index m.

e By contradiction. If there was a longer subsequence ending at index m, we could append

index i to that, making an even longer subsequence ending at index /.

Moreover, our algorithm chooses the best possible index m to extend, so the resulting
sequence is optimal.
This shows that an optimal solution to a subproblem can be computed from optimal
solutions to earlier subproblems, which is the key property to show correctness of DP
recurrences.
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Longest Increasing Subsequence: correctness proof (formal)

Here is a more formal correctness proof by induction on i.
Base case: i = 1. The LIS of A[1..1] is just A[1], so len(1) = 1 is correct.

Inductive hypothesis: Assume that, for all j < i, the value len(j) computed by the algorithm
is indeed the length of a LIS of A[l..j] which ends with A[}].

Inductive step:

> Let m be the index such that len(m) is maximum among all j < i such that A[j] < A[i].
We need to show that len(i/) = 14 len(m) is the length of a LIS of A[1..i] ending with A[/].

» (Valid) First, we show that there is an increasing subsequence of length len(/). By the
inductive hypothesis, there is an increasing subsequence of A[1..m] of length len(m) that
ends in A[m]. Since A[m] < A[i], appending A[i] to that sequence gives an increasing
subsequence of length len(m) + 1 = len(/).

» (Optimal) It remains to show that any LIS o of A[l../] ending with A[i] has length at
most len(i). Suppose || > len(i). Let j be the index of the second last element of o.
Then j < i and A[j] < A[i]. By the inductive hypothesis, len(j) > |o| — 1. By the
definition of m, we have len(m) > len(j) > |o| — 1. Therefore, len(i) = 1 + len(m) > |o],
which contradicts the assumption that o has length greater than len(/).
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Longest Increasing Subsequence

For DP correctness proofs in your assessments, you do not need to give a formal proof like the
one on the previous slide. It is sufficient to justify that each component of the DP is correct
(base cases, recurrence, order of computation, and overall answer).

» What if the problem asked for not only the length, but the entire longest increasing
subsequence?

» This is a common extension to such problems, and is easily handled.

> In the i?" slot of the table, alongside len(i) we also store the index m such that the
optimal solution for index i extends the optimal solution for index m.

> After all subproblems have been solved, the longest increasing subsequence can be
recovered by backtracking through the table.

» This contributes only a constant factor to the time and memory used by the algorithm.



Longest Increasing Subsequence

Alf] 1511|1316 | 12|17 |18 | 14
len(/) | 1|1 ]2 |3 |2|4|5]|3
pred(i) | — | — | 2|32 |4]6]3

len(i) =1+ max len(y)
j<i
ALl<A[]
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Longest Increasing Subsequence

Design an algorithm which solves this problem and runs in O(nlog n) time.
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Activity Selection

Problem

Instance: A list of n activities with starting
times s; and finishing times f;.

Activities are compatible if they do not take
place simultaneously.

Task: Find the maximum total duration of a
subset of compatible activities.

» Remember, we used the greedy method to
solve a similar problem of finding a subset
with the largest number of compatible
activities, but the greedy method does not
work for the present problem.

> As before, we start by sorting the activities
by their finishing time into a
non-decreasing sequence, and henceforth
we will assume that 1 < KL < ... <f,.



Activity Selection

» We can then specify the subproblems: for
each 1 < i < n, let t(i) be the maximum
total duration of a subsequence of the first
i activities which

1. consists of non-overlapping activities,
and
2. ends with activity i.

> For convenience, define t(0) = 0 (the
situation with no activities).

> We would like to find t(i) by appending
activity / to a selection ending at some

earlier index j.

» We require that activity /i not overlap with
activity J, i.e., the latter finishes before the
former begins.

Among all such j, our recurrence will

choose that which maximises the duration

t(Jj).
) i—3 R ) i—1 .
_— < > < >
i—4 i—2 i
Si-3 fig Si2 fig Si-1 fip,  Si fig fi

33
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Activity Selection

Order of computation: solve subproblems in

increasing order of i.
Subproblems: for each 0 < j < n, let

t(i) be the maximal duration of a Overall answer: considering all possible
n_on—overlapplng subsequence of the choices for the last activity selected, we have
first i activities which ends with
activity /. max t(1).

1<i<n

Recurrence: for i > 1,
Time complexity:

t(i) = (fi — si) + R t(j)- > Sorting takes O(nlog n) time.

f<si » There are O(n) subproblems each taking
O(n) time.

63 (e J() S0 > The overall answer is found in O(n) time.

Therefore, the time complexity is O(n?).
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Activity Selection

v

(Valid) The recurrence does not consider appending activities that overlap with previously
chosen activities.

(Optimal) Why does this recurrence produce optimal solutions to the subproblems? We
apply the same inductive argument.

v

v

Let the optimal selection from the first i activities be given by the sequence o =[..., m, i].

v

We claim: the truncated sequence ¢’ =[..., m] gives an optimal solution among the first
m activities.
Why is this true? Proof by contradiction.
e Suppose instead that the best selection from the first m activities is a sequence 7’ of even
larger total duration.
e Then make an activity selection 7 by appending activity i to 7’.
e |t is clear this is a valid selection of activities with larger total duration than o. This
contradicts the earlier definition of o as the best sequence among the first i activities.
e Thus, the optimal sequence from the first i activities is obtained by appending activity i to
the optimal selection for some prefix of the list of activities.

v
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Activity Selection

» Suppose we also want to construct the optimal sequence of activities.

> In the it slot of our table, we should store not only t(i) but the index m from which the
optimal selection from the first i activities was constructed.
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Making Change

Problem

Instance: You are given a sequence of n
integer coin denominations d; < dy < ... < d,,
and a target amount C.

Assume d; = 1 (so that you can always make
change for any integer amount) and that you
have an unlimited supply of coins of each
denomination.

Task: compute the smallest number of coins
needed to make change for C.

Greedily take as many coins of denomination d,
as possible, then d,_1, and so on.

» This approach is very tempting, and works

for almost all real-world currencies.

» However, it doesn't work for all sequences.

In general, we will need to use DP.

Design a counterexample to the above
algorithm.
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Making Change

» We will try to find the optimal solution for
every amount up to C.

» Assume we have found optimal solutions
for every amount j < i and now want to
find an optimal solution for amount /.

» We consider each coin dj as part of the
solution for amount i, and make up the
remaining amount i — di with the
previously computed optimal solution.

» Among all of these optimal solutions,

which we find in the table we are
constructing, we pick one which uses the
fewest number of coins.

Supposing we choose coin k, we obtain an
optimal solution opt(/) for amount i by
adding one coin of denomination di to
Opt(i - dk).

If the amount to be made is zero, then the
solution is trivial: use no coins.
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Making Change

Solution

Subproblems: for each 0 < j < C, let
opt(/) be the fewest coins needed to make
change for an amount /.

Recurrence: for i > 0,

opt(i) =1+ 1r<nki2nopt(i — dk).
di<i

Base case: opt(0) = 0.

Order of computation: solve
subproblems opt(/) in increasing order of .

Overall answer: opt(C).

Time complexity: O(C) subproblems
each taking O(n) time, for a total time
complexity of O(nC).




Making Change

This is not a polynomial time algorithm.
We always determine whether an algorithm runs in polynomial time with reference to the
length of the input.

» In this case, the input is n, the coin denominations, and C, so the number of bits required
to describe it is O(nlog C).

» On the other hand, the algorithm runs in O(nC) time, so the running time is exponential
in the length of the input.

There is no known polynomial time algorithm for this problem. In fact, it is NP-hard.

The algorithm we have described is called a pseudopolynomial time algorithm: it runs in
polynomial time if all numeric input values were given in unary instead of binary.

40 : UNSW



Making Change

» Why does this produce an optimal solution for each amount i < C?

» Consider an optimal solution for some amount /i, and say this solution includes at least one
coin of denomination dy for some 1 < k < n.

» Removing this coin must leave an optimal solution for the amount i — d, again proven by
contradiction.

» By considering all coins of denomination at most i, we can pick k for which the optimal
solution for amount i — dj uses the fewest coins.

41 ; UNSW



Making Change

» Suppose we were required to also determine the exact number of each coin required to
make change for amount C.

» In the i*" slot of the table, we would store both opt(i) and the coin type k = pred(/)
which minimises opt(i — d).

» Then pred(C) is a coin used in the optimal solution for total C, leaving C' = C — pred(C)
remaining. We then repeat, identifying another coin pred(C’) used in the optimal solution
for total C’, and so on.

We denote the k that minimises opt(i — dx) by

arg min opt(i — dk).
1<k<n

42 o UNSV
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Integer Knapsack

Problem

Instance: You have n items, the ith of which
has weight w; and value v;. All weights are
integers. You also have a knapsack of capacity
C.

You can take each item any (integer) number
of times.

Task: Choose a combination of available items
which all fit in the knapsack and whose value is
as large as possible.

v

As in Making Change, we solve for each
total weight up to C.

Assume we have solved the problem for all
total weights j < i.
We now consider each item, the kth of
which has weight wy. If this item is
included, we would have i — wy weight to
fill.
The best packing using item k is:

e one of item k, plus

e the best packing of weight i — wx (an

earlier subproblem).

We consider all items k in this way, and
pick the one that gives the largest total
value.



Integer Knapsack

Base case: if i < min wy, then opt(i) =0
1<k<n
and m(i) = 0.

» Setting m(i) = 0 uses a dummy value to
record that no item was taken.

Subproblems: for each 0 </ < C,
let

» opt(/) be the maximum value
that can be achieved using up to
i units of weight, and

Order of computation: solve subproblems

(pairs of opt(i) and m(i)) in increasing order

of i.

» m(i) be the index of an item in
such a collection.

Recurrence: for i > 0, Overall answer: opt(C), as the knapsack can

hold up to C units of weight.

opt(i) = Lo max [k + opt(i — wi)]
SASWesT
m(i) = argmax [vk + opt(i — wi)]. Time complfexity: O(C). subproblems taki.ng
1<k<n,wi<i O(n), for a time complexity of O(nC); again

pseudopolynomial.

44 F unsw
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0/1 Knapsack

Problem

Instance: You have n items, the ith of which
has weight w; and value v;. All weights are
integers. You also have a knapsack of capacity
C.

You can choose each item only at most once.

Task: Choose a combination of available items
which all fit in the knapsack and whose value is
as large as possible.

> Let’s use the same subproblems as before,
and try to develop a recurrence.

If we know the optimal solution for each total
weight j < i, can we deduce the optimal
solution for weight i?

No! If we begin our solution for weight i with
item k, we have i — wy remaining weight to fill.
However, we did not record whether item k was
itself used in the optimal solution for that
weight.




0/1 Knapsack

» Could we reconstruct the optimal solution for total weight i — wy by storing the values
m(i) as we did earlier, and then backtrack?
» This unfortunately has two flaws:
1. the optimal solution for i — wy is not necessarily unique, so we may have recorded a selection

including item k when a selection of equal value without item k also exists, and
2. if all optimal solutions for i — wy use item k, it is still possible that the best solution for i

combines item k with some suboptimal solution for i — w.
» The underlying issue is that with this choice of subproblems, this problem does not have
the optimal substructure property.

47
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0/1 Knapsack

» When we are unable to form a correct recurrence between our chosen subproblems, this
usually indicates that the subproblem specification is inadequate.

» What extra parameters are required in our subproblem specification?
» We would like to know the optimal solution for each weight without using item k.

» Directly adding this information to the subproblem specification still doesn't lead to a
useful recurrence. How could we capture it less directly?

» For each total weight i, we will find the optimal solution using only the first k items.
> We can take cases on whether item k is used in the solution:

e if so, we have i — wj remaining weight to fill using the first k — 1 items, and
e otherwise, we must fill at most i units of weight with the first k — 1 items.
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0/1 Knapsack

Subproblems: for 0 < /< Cand 0 < k < n, let

> opt(i, k) be the maximum value that can be
achieved using up to i units of weight and
using only items among the first k items, and

» m(i, k) be the (largest) index of an item in
such a collection.

Recurrence: for i > 0 and 1 < k < n,

opt(/, k) = max [vx + opt(i — wi, k — 1), 0pt(i, k — 1)],
with m(i, k) = k or m(i, k) = m(i, k — 1)

respectively.

Base cases: if i =0 or k =0, then opt(i, k) =0
and m(i, k) = 0.
» Setting m(i, k) = 0 uses a dummy value to
record that no item was taken.

Order of computation:

» When we get to (i, k), the
recurrence requires us to
have already found
opt(i, k — 1) and
opt(i — wk, k — 1).

» This is guaranteed if we
solve subproblems in
increasing order of k (and
any order of ).

Overall answer: opt(C, n).

Time complexity: O(nC)
subproblems taking O(1) time,
for a total running time of
O(nC).




0/1 Knapsack

opt(i, k) = max [vk + opt(i — wx, k — 1), opt(i, k — 1)]

k—1
0 1k n
0
i—Wk
i |
C

50 : UNSW
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0/1 Knapsack

Modify the algorithm for 0/1 Knapsack to instead solve Integer Knapsack. I
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Balanced Partition

Problem
Instance: positive integers x, ..., X,.
Task: partition these integers into two subsets A

and B with sums S5 and Sg respectively, so as to
minimise |Sa — Sg|.

» Suppose, without loss of generality, that
Sa > Sg.

» Let T = x; + ...+ xp, the sum of the input
integers.

> Since every number belongs to one of the two
sets, we have Sy = T — Sp. Substituting into
the objective gives

Sa—Sg=T—25s.

» Since T is out of our control, we should make
Sg as large as possible, without exceeding T /2.

We reduce the problem to 0/1 Knapsack.

» For each integer x; in the set,
construct an item with weight and
value equal to x;.

> Set the knapsack capacity to T /2.

The best packing of this knapsack
produces an optimally balanced partition,
with set A given by the items outside the
knapsack and set B given by the items in
the knapsack.

Running time: We have reduced
Balanced Partition to 0/1 Knapsack in
O(n) time. The overall running time is
O(nT).




Longest Common Subsequence

Problem
Instance: two sequences A = (ay, as, ... ap)
and B = (by, by, ..., bp).

Task: find the length of a longest common
subsequence of A and B.

Definition (subsequence)

A sequence s is a subsequence of another
sequence S if s can be obtained by deleting
some of the symbols of S (while preserving the
order of the remaining symbols).

LCS(chat, cart) = cat, with length 3.
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» The length of the LCS can be useful as a
measurement of the similarity between two
strings.

» Applications in bioinformatics:

e How similar are the genetic codes of two
viruses?

e |s one of them just a genetic mutation of
the other?
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Longest Common Subsequence

» A natural choice of subproblems considers prefixes of both sequences, say
A,' = <31, as,..., a,-> and Bj = <b1, [)27 ey bJ>
> If a; and b; are the same symbol (say z), the longest common subsequence of A; and B; is
formed by appending z to the solution for A;_; and Bj_;.
» Otherwise, a common subsequence of A; and B; cannot contain matches for both a; and

b;, so we consider discarding each of these symbols in turn.

> No recursion is necessary when either A; or B; are empty.
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Longest Common Subsequence

Subproblems: for all 0 </ < n and all

0 <j < mlet len(i, ) be the length of the
longest common subsequence of the
truncated sequences A; = (ay, a, . . . a;)
and Bj = <b1, bg, co0g bj>

Recurrence: for all i,j > 0,

1+Ien(i—1,j—1) ifa,-:bj
len(i,j) = ¢ max[len(i — 1, ),
len(i,j — 1)] otherwise.
Base cases:

» forall 0 < i< n,len(i,0) =0, and
» for all 0 < j < m, len(0, ) = 0.

Order of computation: solve the
subproblems in lexicographic order
(increasing i, then increasing j) to
guarantee that len(i — 1, ), len(i,j — 1)
and len(i — 1,j — 1) are evaluated before
their values are used in the calculation of
len(i, ), i.e., all dependencies are satisfied.

Overall answer: len(n, m).
Time complexity: O(nm) subproblems

taking O(1) time, for a total running time
of O(nm).

i UNSW
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Longest Common Subsequence

To reconstruct the longest common subsequence itself, we can record the direction from which
the value len(i, ) was obtained in the table, and backtrack.

LCS-LENGTH(X, Y) J 150531 52 Snats iAo SIgHG
1 m <« length[X]
2 n <« lengthlY] 2 4
3 fori < 1tom
4 docli,0] <0 g0 O 01510
5 forj<«Oton Tl AN BN
6 do c[0, j1 < 0 oL 0 L] 1
7 fori <« ltom i TN i
8 dofor j < 1ton ! ! 2.2
9 doifx; =y, 1{ 2 .?T, g
10 then c[i, j] < c[i — 1, j — 1]+1 I
11 Bl N 1] 2] 2f 3|3
12 else ifc[i — 1, j1=>c[i, j—1] 1 i.
13 then c[i. j] < c[i — 1, j] 2 2 2 3
14 bl Rl RN T
15 else c[i, j1 < c[i, j—1] 2] 2| 3| 3§ 4
16 bl llse i 1 S e N
17 returnc and b 70 [ [N e




» What if we have to find a longest common subsequence of three sequences A, B and C?
Can we do LCS(LCS (A, B), €)? I

» Let A= abcdegg, B = acbeefg and C = accedgf. Then

LCS(A, B, C) = aceg.
» However, since LCS(A, B) is not unique, we could have
LCS(LCS(A, B), C)
= LCS(LCS(abcdegg, acbeefg), C)

= LCS(abeg, accedgf)
= aeg.

Exercise: Confirm that LCS(LCS(B, C), A) and LCS(LCS(A, C), B) can also give wrong
answers.




Longest Common Subsequence

Instance: three sequences A = (a1, az,...an), B= (b1, ba,...,by) and C = (c1, 2, ..., C1).

Task: find the length of a longest common subsequence of A, B and C.
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Subproblems: for all 0 </ < n, all

0<j<mandall 0<k</ letlen(i,j, k)

be the length of a LCS of the truncated

sequences A; = (a;, a2, . .., a;),
Bj = <b1, b2, ceey bj> and
Cx = (c1, ¢, -+, Ck)-

Recurrence: for all i,j, k > 0,
len(i, j, k) =

1+len(i—1,j—1,k—1) ifa=bj=ck

len(i—1.j,k),
otherwise.

max |len(i,j—1,k),
len(ij,k—1)

Base cases: if i =0, j=0o0r k=0,
len(i,j, k) = 0.

Order of computation: solve the
subproblems in lexicographic order
(increasing i, then increasing j, then
increasing k) to guarantee that

len(i — 1, , k), len(i,j — 1, k),
len(i,j,k—1) and len(i —1,j — 1,k —1)
are evaluated before their values are used
in the calculation of len(i,, k), i.e., all
dependencies are satisfied.

Overall answer: len(n, m, /).

Time complexity: O(nml) subproblems
taking O(1), for a total of O(nml).

To reconstruct the longest common subsequence itself, we can record the direction from which

the value len(/, j, k) was obtained in the table, and backtrack.



Shortest Common Supersequence

Problem
Instance: two sequences A = (ay, ay, ... a,)
and B= (by, b, ..., bpy).

Task: find a shortest common supersequence
of A and B, i.e., a shortest possible sequence
that both A and B are subsequences of.

SCS(cat, cot) = coat. I
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Find a longest common subsequence
LCS(A, B), then add back the differing
elements of the two sequences in the right
places, in any compatible order.

A = abacada and B = xbycazd,

then
LCS(A, B) = bcad

and therefore (one of) the shortest common
sequence(s) is

SCS(A, B) = axbyacazda.
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Edit Distance

Problem

Instance: Given two text strings A of length n
and B of length m, you want to transform A
into B.

You are allowed to insert a character, delete a
character and to replace a character with
another one. An insertion costs ¢;, a deletion
costs ¢p and a replacement costs cg.

Task: find the smallest possible cost to
transform A into B.

|

v

» Edit distance is another measure of the

similarity of pairs of strings.

If the sequences are sequences of DNA
bases and the costs reflect the probabilities
of the corresponding mutations, then the
minimum cost represents how closely
related the two sequences are.

> Again we consider prefixes of both strings, say A[l..i] and BJ[1..j].
> We have the following options to transform A[l..i] into B[1.j]:

juy

. delete A[i] and transform A[1..i — 1] into B[1..j];
2. transform A[l..i] to B[1l..j — 1] and insert B[j];

3. transform A[l..i — 1] to BJ[1..j — 1] and if necessary replace A[i] by B[j].

» If i =0 orj =0, we only insert or delete respectively.
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Edit Distance

Order of computation: solve the subproblems
in lexicographic order (increasing i, then

Subproblems: for all 0 </ < n and increasing j) to guarantee that opt(i — 1, ),
0<j<m,let OP_t(’»J) be the minimum opt(i,j — 1) and opt(i — 1,j — 1) are evaluated
cost ‘_’f_t"a”Sfo"m'”g the sequence before their values are used in the calculation
A[L..i] into the sequence B[1..j]. of opt(i, ), i.e., all dependencies are satisfied.
Base cases: opt(i,0) = icp and Overall answer: opt(n, m).

Opt OaJ :jcl-
(©.) Time complexity: O(nm) subproblems taking

O(1) time, for a total running time of O(nm).
Recurrence: for i,j > 1,

cp +opt(i — 1, )

.. . ¢+ Opt(i,j - 1)
oPt(7,j) = min {opt(i ~1,j-1) if Ali] = BL]
cr +opt(i — 1,5 —1) if Ali] # B[j].
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Matrix chain multiplication

> Let A and B be matrices. The matrix product AB exists if A has as many columns as B
has rows: if Ais mx nand Bis n x p, then ABis m x p.

» Each element of AB is the dot product of a row of A with a column of B, both of which
have length n. Therefore, AB can be computed using m x n x p multiplications.

» Matrix multiplication is associative, that is, for any three matrices of compatible sizes we
have A(BC) = (AB)C.

» However, the number of multiplications performed to obtain the product can be very
different.



Matrix chain multiplication

Suppose A is 10 x 100, B is 100 x 5 and C is 5 x 50.

(AB)(C)
——

/ 10x5 \

10 x 100 x 5 10 x 5 x 50

/ \
(A)(B)(C)
\ /

100 x 5 x 50 10 x 100 x 50

T~

~——
100x50

(ABC)

Evaluating (AB)C involves only 7500 multiplications, but evaluating A(BC) requires 75000
multiplications!

65
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Matrix chain multiplication

Problem

Instance: a compatible sequence of matrices
A1A>...A,, where A; is of dimension s;_; X s;.

Task: group them in such a way as to minimise
the total number of multiplications performed
to find the product matrix.

» How many groupings are there?

» The total number of different groupings
satisfies the following recurrence (why?):

n—1
T(n)=Y T(N)T(n-1),
i=1

with base case T(1) =1.

» One can show that the solution satisfies
T(n) = Q(2M).

» Thus, we cannot efficiently do an
exhaustive search for the optimal grouping.
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Matrix chain multiplication

The number of groupings is related to the famous Catalan numbers

1 2n 4"
C"_n—i—l‘(n)eO(m)'

This sequence answers many combinatorial problems, including:

>

vVVYy VvV Vvy

the number of balanced bracket sequences of length 2n;

the number of full binary trees with n+ 1 leaves;

the number of ways n + 1 factors can be parenthesized;

the number of lattice paths from (0, 0) to (n, n) which never go above the diagonal;

the number of noncrossing partitions of an (n + 2)-sided convex polygon;

the number of permutations of {1,...,n} with no three-term increasing subsequence.
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Matrix chain multiplication

» Instead, we try dynamic programming. A first attempt might be to specify subproblems
corresponding to prefixes of the matrix chain, that is, find the optimal grouping for
AiAr . AL

» This is not enough to construct a recurrence; consider for example splitting the chain as

(AAs ... A)(Ai1Ai .. A).



Matrix chain multiplication

» Instead we should specify a subproblem corresponding to each contiguous subsequence
A,‘+1A,‘+2 .o Aj of the chain.

» The recurrence will consider all possible ways to place the outermost multiplication,
splitting the chain into the product

(A1 A (Asr - A).

5i X Sk SKXS;

e |f we wanted to recover the actual bracketing required, we could store alongside each value
opt(/, ) the splitting point k used to obtain it.

» No recursion is necessary for subsequences of length one.

69
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Matrix chain multiplication

Subproblems: for all 0 </ < j < n, let
opt(/, j) be the fewest multiplications needed to
compute the product Ai 1A ... A

Recurrence: for all j — i > 1,
opt(i,j) = min [s;sks; + opt(i, k) + opt(k, j)] .
i<k<j

Base cases: forall 0 <i<n—1, no
multiplications are required for the
single-matrix chain A;;1, so opt(i,i + 1) = 0.

Order of computation:

» To solve a subproblem opt(/, j),
we must have already solved
opt(/, k) and opt(k,j) for each
i<k <j.

» The simplest way to ensure this
is to solve the subproblems in
increasing order of j — i, i.e.,
subsequence length.

Overall answer: opt(0, n).

Time complexity: O(n?)
subproblems taking O(n) time, for a
total running time of O(n®).
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Matrix chain multiplication

1 34561738 n

0 ~NOoO O~ W

n—1

opt(3,8) = 321228 [s35kSs + opt(3, k) + opt(k, 8)]
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Matrix chain multiplication

Exercise

Not all subproblems take the same amount of time to solve. For a subsequence of length /,
only / — 1 potential splitting points are considered.

This raises the question whether we can prove a tighter bound for the time complexity using
amortisation.

Does this algorithm actually run in asymptotically strictly less than cubic time, e.g., O(n*9°)
time? Justify your answer.




Maximising an expression

Problem

Instance: a sequence of numbers with
operations +, —, X in between, for example

1+2—-3x6—-—1—2%x3-5x7+2—-8x09.

Task: place brackets in a way that the resulting
expression has the largest possible value.

» What are the subproblems?

» Similar to the matrix chain multiplication
problem, it's not enough to just solve for
prefixes A[1..1].

» Maybe for a subsequence of numbers
A[i..j] place the brackets so that the
resulting expression is maximised?
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» For the recurrence, it is natural to break
down A[i..j] into A[i..k] ® Alk + 1..j], with
cases ® = +, —, X.

» |n case ® = +, we want to maximise the
values over both A[i..k] and A[k + 1.j].

» This doesn't work for the other two
operations!
» We should look for placements of brackets

not only for the maximum value but also
for the minimum value!

Write a complete solution for this problem.

Your solution should include the subproblem
specification, recurrence, base cases, order of
computation, describe how the overall answer is
obtained, and analyse the time complexity.
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Counting Matchings in a Tree

Our friend, the chemist, is interested in the
Hosoya index of chemical trees, which she
describes as follows.

Problem
Instance: a tree T.

Task: count the number of matchings in T.

Definition (matching)

A matching in a graph is a set of edges such
that no two of these edges have a vertex in
common.

If a vertex v is an endpoint of an edge in a
matching, we say that v is matched in the
matching. Otherwise, we say that v is
unmatched in the matching.

2-methyl butane has the following carbon
atoms and bonds between them.

©
On020R0)

It has Hosoya index 7. The 7 matchings are:
> 0,
> {{a,b}}, {{b,c}}, {{b,d}}, {{d,e}},
» {{a,b},{d,e}}, and {{b,c},{d, e}}.
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How to do Dynamic Programming on Trees

> Select an arbitrary vertex as the root r of T and
proceed bottom-up (starting from the leaves).

> Base cases deal with leaves.
» When processing a vertex v, assume that we have
already processed all the children of v.

» To guarantee this, the order of computation can be
a post-order DFS traversal of the tree.

» The subproblem specification is for the subtree of T
rooted at a vertex v, which is denoted T,. It
contains v and all its descendants in the tree.

» The recurrence solves the subproblem for v,
assuming it has already been solved for all vertices
in children(v), the children of v in T.

T, subtree rooted at v



Counting Matchings in a Tree

» When processing vertex v, we
could match it
e with no child, or
e with exactly one child that is
not matched with a child of its
own.

» We compute two values for each
vertex v.

e M(v) is the number of
matchings in T,, where v is
matched.

e U(v) is the number of
matchings in T,, where v is
unmatched.

78

» If v is unmatched, then we can choose any

matching in each of the subtrees rooted at the
children of v, so there are

[T M)+ u(w)
u€Echildren(v)
matchings in T, where v is unmatched.

If v is matched, then we must choose exactly one
child u of v to be matched with v, and we can
choose any matching in each of the subtrees rooted
at the other children of v, so there are

> U I[I  Mw)+uw))

u€children(v) wechildren(v)\{u}

matchings in T, where v is matched.
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Counting Matchings in a Tree

Subproblems: for each vertex v,

M(v) is the number of matchings in T,, where v is
matched, and

U(v) is the number of matchings in T,, where v is
unmatched.

Base cases: if v is a leaf, then
M(v) =0 and U(v) = 1.

Recurrence: for each non-leaf vertex v,

uwv= JI M) +U),

u€Echildren(v)

Mv)= > U 11 (M(w) + U(w)).

u€children(v) wechildren(v)\{u}

Order of computation:
post-order traversal of T.

Overall answer: the total
number of matchings in T
is M(r)+ U(r), where r is
the root of T.

Time complexity: O(n®)
as there are O(n)
subproblems, each solved in
O(n?) time, where n is the
number of vertices in T.

i UNSw
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Counting Matchings in a Tree

Can you improve the time complexity?

Maximum Weight Matching in a Tree

Instance: a tree T with a weight w(e) on each edge.

Task: find the weight of a maximum weight matching in T.

Adapt the previous DP to solve Maximum Weight Matching in a Tree.
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Directed acyclic graphs

Reminders

» A directed acyclic graph (DAG) is a directed graph with no directed cycles.

> A topological ordering of the vertices is an ordering of the vertices in which all edges point
“left to right”.

> A directed graph has a topological ordering if and only if it is acyclic.
> A topological ordering of a DAG G = (V/, E) can be found in O(|V/| + |E|) time.

82 UNSW
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Shortest paths in a directed acyclic graph

Problem

Instance: a DAG G = (V/, E) in which each
edge e € E has a weight w(e) (which may be
negative), and a source vertex s € V.

Task: for each vertex v € V, find the smallest
weight of a path from s to v.

Notation: n = |V| and m = |E]|.

> If all edge weights are positive, the single
source shortest path problem is solved by
Dijkstra's algorithm in O(mlog n) time.

»> Later, we will see how to solve the general
single source shortest path problem in
O(nm) using the Bellman-Ford algorithm.

» However, in the special case of DAGs, a
simple DP solves the problem in O(n + m)
time, i.e., linear time.

>

The natural subproblems are the shortest
paths to each vertex.

Each vertex v with an edge to t is a
candidate for the penultimate vertex in a
shortest s — t path.

The recurrence considers the path to each
such v, plus the weight of the last edge,

and selects the minimum of these options.

The base case is s itself, where the
shortest path is obviously zero.
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Shortest paths in a directed acyclic graph

>

In what order should we solve the subproblems? I

Let len(t) be the length of a shortest path from s to t

len(t) = ift=s
B min, pee [len(v) +w((v, t))] otherwise.

>

In any DP algorithm, the recurrence introduces dependencies, and it is crucial that these
dependencies are respected.

Here, len(t) depends on all the len(v) values for vertices v with outgoing edges to t, so we
need to solve for each such vertex v before solving for t.

We can achieve this by processing the vertices in topological order, from left to right. All
edges point from left to right, so any vertex with an outgoing edge to t is solved before t
is.

It is for this reason that our algorithm does not apply to general directed graphs.
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Shortest path in a directed acyclic graph

Subproblems: for all t € V, let len(t) be
the length of a shortest path from s to t.

Recurrence: for all t # s,

len(t) = (Vr"rz)igE[Ien(v) + w((v,t))].

Base case: len(s) = 0.

Order of computation: topological order.

Overall answer: the list of values len(t)
over all vertices t.

Time Complexity:

> At first it appears that each of n
subproblems is solved in O(n) time,
giving a time complexity of O(n?).

» However, each edge is only considered
once (at its endpoint), so we can

obtain the tighter running time bound
O(n+ m).




DP on a directed acyclic graph

» Many problems on directed acyclic graphs can be solved in the same way: first use
topological sort, then DP over the vertices in that order.

» If we replace the min in the earlier recurrence by max, we have an algorithm to find the
longest path from s to each t. This problem is much harder on general graphs; indeed,
there is no known algorithm to solve it in polynomial time.

» Often a graph will be specified in a way that makes it obviously acyclic, with a natural
topological order.

86
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Assembly line scheduling |

Instance: Two assembly lines, each with n
workstations. The k" workstation on each
assembly line performs the k' of n jobs.

> On assembly line i, the k" job takes
aj k units of time to complete.

» Switching lines adds time: to move

» To bring a new product to the start of the product from station k on
assembly line / takes s; units of time. assembly line i to station k 4+ 1 on
» To retrieve a finished product from the other line adds ¢ x units of time.
the end of assembly line i takes f; Task: Find a fastest way to assemble a
units of time. product using both lines as necessary.
O~~~
Sy ti1 t k-1 tin—1 fi
(o
A
A to1 t2 k-1 t2,n—1 f>

() ...q (=) .../ﬁ



Assembly line scheduling

>
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Vertex (i, k) represents workstation k on
assembly line i.

We need to find a shortest path from start to
finish, where unlabelled edges have zero weight.
This is a DAG with an obvious topological order:
start, (1,1),(2,1),...,(1, n), (2, n), finish.

There are 2n + 2 vertices and 4n edges, so the
DP takes O(n) time, whereas Dijkstra’s
algorithm would take O(nlog n) time.

» We compute the shortest path from
s to each vertex (i, k).

» To form a recurrence, we consider
the ways of getting to workstation k
on assembly line i.

» We could have come from
workstation k — 1 on either line,
after completing the previous job.

The exception is the first
workstation, which is our base case.
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Assembly line scheduling

Subproblems: for j € {1,2} and 1 < k < n,
let opt(i, k) be the smallest possible time taken
to complete the first k jobs, with the k' job
performed on assembly line i.

Recurrence: for k > 1,

opt(1, k) = min[opt(1, k — 1),

opt(2,k — 1) + tax—1] + a1k
opt(2, k) = min[opt(2, k — 1),

opt(1,k — 1) + t1 k—1] + az-

Base cases: opt(1,1) = s; + a;1 and
Opt(2, 1) =S+ axi.

Order of computation: as the
recurrence uses values from both
assembly lines, we solve the
subproblem pairs (opt(1, k) and
opt(2, k)) in order of increasing k.

Overall answer:
min [opt(1, ) + fi, opt(2,n) + f].
Time complexity: O(n), as

» each of the 2n subproblems is
solved in constant time, and

» the overall answer is computed in
constant time.
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Assembly line scheduling

This algorithm has the same design logic as the Viterbi algorithm for maximum likelihood
decoding of hidden Markov Chains, an extremely important algorithm for many fields such as
speech recognition, decoding convolutional codes in telecommunications etc.
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Single Source Shortest Paths

Problem
Instance: a directed weighted graph

G = (V, E) with edge weights w(e) which can
be negative, but without cycles of negative

total weight, and a source vertex s € V.

Task: find the weight of the shortest path from

vertex s to every other vertex t.

v

Notation: n = |V| and m = |E]|.

How does this problem differ to the one
solved by Dijkstra’s algorithm?

In this problem, we allow negative edge
weights, so the greedy strategy no longer
works.

Note that we disallow cycles of negative
total weight. This is only because with
such a cycle, there is no shortest path —
you can take as many laps around a
negative cycle as you like.

This problem was first solved by Shimbel

in 1955, and was one of the earliest uses
of Dynamic Programming.
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Bellman-Ford algorithm

Observation J

For each vertex t, there is a shortest s — t path without cycles.

Proof Outline.

Suppose the opposite. Let p be a shortest s — t path with a smallest number of cycles. So, p
has at least one cycle. Since there are no negative weight cycles, removing this cycle produces
an s — t path that is not longer and has a smaller number of cycles — a contradiction. O

V.

Observation
It follows that every shortest s — t path contains each vertex v at most once, and therefore has

at most n — 1 edges. )
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Bellman-Ford algorithm

> For every vertex t, let's find the weight of a shortest s — t path consisting of at most i
edges, for each i up to n— 1.

» Suppose the path in question is

p=S—...—>Vv—t,
——
p’
with the final edge going from v to t.

» Then p’ must be itself the shortest path from s to v of at most i — 1 edges, which is
another subproblem!

» No such recursion is necessary if t = s, or if i = 0.
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Bellman-Ford algorithm

Subproblems: for all 0 </ < n—1 and all

t € V, let opt(i, t) be the length of a shortest
path from s to t which contains at most i
edges.

Recurrence: for all / > 0 and t # s,

opt(i,t) = (VT;QE lopt(i — 1,v) + w((v,t))].

Base cases: opt(i,s) =0, and for t # s,
opt(0, t) = oo.

Order of computation: solve
subproblems in increasing order of i
(and any order of t) since opt(i, t)
depends only on opt(i — 1, v) for
various v.

Overall answer: the list of values
opt(n — 1, t) over all vertices t.

Time complexity: O(nm), as
> there are n rounds:
i=0,1,...,n—1, and
> in each round, each edge (v, t)

of the graph is considered only
once.
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Bellman-Ford algorithm

) s|la|b|c|d
i
0 0] oco|oo|o00| 00
1 0] 6 |oo| 7 |
2 |06 |47 2
3 |02 |4]7]| 2
4 10| 2|4 |7 |2

opt(i, t) = (VT)igE [opt(i — 1, v) + w((v, t))]-
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Bellman-Ford algorithm

» How do we reconstruct an actual shortest s — t path?

> As usual, we'll store one step at a time and backtrack. Let pred(/, t) be the immediate
predecessor of vertex t on a shortest s — t path of at most i edges.

» The additional recurrence required is

pred(i, t) = argmin [opt(i — 1,v) + w((v, t))].
vi(v,t)eE
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Bellman-Ford algorithm

» There are several small improvements that can be made to this algorithm.
> As stated, we build a table of size O(n?), with a new row for each ‘round’.

» It is possible to reduce this space usage to O(n), as the recurrence for round i depends
only on round i — 1, but not on any earlier rounds.
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Bellman-Ford algorithm

» The SPFA (Shortest Paths Faster Algorithm) speeds up the later rounds by ignoring some
edges. This optimisation and others (e.g., early exit) do not change the worst case time
complexity from O(nm), but they can be a significant speed-up in practical applications.

» The Bellman-Ford algorithm can also be augmented to detect cycles of negative weight.



All Pairs Shortest Paths

Problem

Instance: a directed weighted graph

G = (V, E) with edge weights w(e) which can
be negative, but without cycles of negative
total weight.

» We can use a similar idea, this time in
terms of the intermediate vertices allowed
on an s — t path.

» Label the vertices of V as vy, vs,..., V,.

> Let S be the set of vertices allowed as
intermediate vertices. Initially S is empty,
and we add vertices vq, V5, ..., Vv, one at a
time.

Task: for each pair of vertices s, t € V, find
the smallest weight of a path from s to t.

Notation: n=|V| and m = |E|.
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Floyd-Warshall algorithm

When is the shortest path from s to t using the first k vertices as intermediates actually an
improvement on the value from the previous round?

When there is a shorter path of the form

S— ... —SV— ... —t
~—~ ~

Vi Vi—1 Vieoy Vk—1

101 UNSW
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Floyd-Warshall algorithm

Subproblems: forall 1 <i,j<nand 0 <k <n, Order of computation: solve
let opt(/, j, k) be the smallest weight of a path from subproblems in increasing order
vj to vj using only vq,..., v, as intermediate of k (and any order of i and j)
vertices. since opt(i, j, k) depends only on

opt(i,j, k — 1), opt(i, k, k — 1)
and opt(k,j, k — 1).

opt(/, j, k) = min[opt(i,j, k — 1), Overall answer: the table of
opt(i, k, k — 1) + opt(k,j, k — 1)]. values opt(i,j, n) (where all
vertices are allowed as
intermediates), over pairs of

Recurrence: for all 1 < i j, k < n,

Base cases:
vertices j and j.
o s . !f =J Time complexity: O(n®), as
opt(i,j,0) = ¢ w((i.j)) if (vi,v) € E. there are O(n®) subproblems
00 otherwise. taking O(1) time.

The space complexity can again be improved by overwriting the table every round.
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String matching problem

Suppose you have an alphabet consisting of d
symbols. Strings are just sequences of these
symbols.

Problem

Determine whether a string B = b1 b, ... by,
(the pattern) appears as a (contiguous)
substring of a much longer string
A=aja...a, (the text).

Applications:

» Check whether a word appears in a
document.

» Check if a particular sequence of amino
acids exists in a protein.

» Check if a DNA sequence contains a
particular gene.



String matching problem

The “naive” algorithm for string matching is as follows: for every position i in A, check
aj...ai+m—1 against B character-by-character.

Even with early exit, this runs in O(mn) time in the worst case.

Can we do better? I

105 Unew
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String matching with hashing

» Why was the naive algorithm slow?
e Effectively O(n) string comparisons, each taking O(m) time in the worst case.

» How could we speed up the string comparisons? Use hashing!

e We can compare hash values in constant time.
e How to compute hash values of strings quickly?

e What to do about collisions?



String matching with hashing

» We now show how hashing can be combined with recursion to produce an efficient string
matching algorithm.

» We compute a hash value for the string B = bibs ... b, in the following way.

» First, map each symbol to a corresponding integer i € {0,1,2,...,d — 1} so as to identify
each string with a sequence of these integers.

» Hereafter, when we refer to an integer a; or b;, we really mean the ID of the symbol a; or
b;.

107 = UNsW



Polynomial rolling hash

> We can therefore identify B with a sequence of IDs (b1, by, ..., bm_1, bm), each between 0
and d — 1 inclusive. Viewing these IDs as digits in base d, we can construct a
corresponding integer

h(B) = h(biby ... by_1bm)
=d™" Y x b +d" 2 xby+...4+d X bp_1+ b

» This can be evaluated efficiently using Horner's rule:
h(B) = by +d X (bp—1+d X (bp—2+...+d x (ba+d x by)...)),

requiring only m — 1 additions and m — 1 multiplications.

> Next we choose a large prime number p and define the hash value of B as
H(B) = h(B) mod p.
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Polynomial rolling hash

» Recall that A= ajaa3...... As8s41 - -+ Astmel -+ a, where n> m.

» We want to find efficiently all starting points s such that the string of length m of the
form agasiq ... astm—1 and string b1 b, ... by, are equal.

» For each contiguous substring A® = 353541 ... asym—1 of string A we also compute its
hash value as

H(A) = d™ ta, +d™ 2a;,1 + ... + d asym 2 + asym_1 mod p.
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Polynomial rolling hash

» We can now compare the hash values H(B) and H(A®).
e |f they disagree, we know that there is no match.

o |f they agree, there might be a match. To confirm this, we'll check it character-by-character.

» There are O(n) substrings A® to check. If we compute each hash value H(A®) in O(m)
time, this is no better than the naive algorithm.

» This is where recursion comes into play: we do not have compute the hash value H(As*1)
“from scratch”. Instead, we can compute it efficiently from the previous hash value H(A®).
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Polynomial rolling hash

» Recall that A* = asac1...as1m_1, SO
H(A®) = d™" a4+ d™ %5, 1+ ... 4 a.., 1 mod p.
» Multiplying both sides by d gives

d-H(A) =dmag+d™ a1 4+...+da o
=d"as + (dm_lasﬂ 4. +dba g, + as+m) — astm

= d™a, + H(A*™) — a5, mod p,

H s+1 __
since ATl =a. 1. . ac . 13sem.



Polynomial rolling hash

» Rearranging the last equation, we have the recurrence
H(A™) = d - H(A®) — d™as + as;m mod p.

» Thus we can compute H(AS*!) from H(A®) in constant time.

When implementing this, we would like to choose large primes to reduce the likelihood of hash
collisions. However, this is constrained by the intermediate values in the calculation above,
which are up to d x p, and must not overflow a register.
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Rabin-Karp Algorithm

Algorithm

1. First compute H(B) and the base case H(A') in O(m) time using Horner's rule.

2. Then compute the O(n) subsequent values of H(A®) each in constant time using the
recurrence above.

3. Compare each H(A®) with H(B), and if they are equal then confirm the potential match
by checking the strings A° and B character-by-character.

113 UNSW
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Rabin-Karp Algorithm

> Since p was chosen large, the false positives (where H(A®) = H(B) but A® # B) are very
unlikely, which makes the algorithm run fast in the average case.

» However, as always when we use hashing, we cannot achieve useful bounds for the worst
case performance.

» So we now look for algorithms whose worst case performance is guaranteed to be linear.
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Improving the naive algorithm

» Recall the earlier naive algorithm:
for each starting position s in the text A, match each character of the pattern B in
order until a conflict is found.

» When a conflict is found, we return to the beginning, i.e., matching b; with as;1.

» Maybe part of the matched section might be salvageable?



Improving the naive algorithm

> Let Bx = by ... by denote a prefix of length k of the pattern B.

> Suppose we are partway through the text, and the k most recent characters matched with
By.

» If the next character of the text is b1, we are happy to extend our match from length k
to length k + 1.

» What should we do if the next character isn't byy17

e We can't continue this partial matching, but we could try extending some shorter partial
matching!
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Improving the naive algorithm

» For example, suppose the pattern B is xyxyxzx.

> If we have read the text up to ...xyxyx, we would be maintaining a partial match of
length 5.

» We are hoping to see a z next, so if the next character is y, we can't extend our partial
match to length 6.

> But we can fall back on a shorter partial match of length 3 (. ..xyxyx), and successfully
extend that (. ..xyxyxy) instead!
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Improving the naive algorithm

> xyx was suitable to extend because it was both a prefix (xyxyx) and a suffix (xyxyx) of
Bs. - -
e If it wasn't a prefix of Bs (and therefore of B), it couldn’t be the start of a new partial
match.
e If it wasn't a suffix of Bs, it couldn’'t be the most recent sequence of characters in the text
(... xyxyx).
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Improving the naive algorithm

» There might be more than one such candidate. Why did we try xyx instead of x (xyxyx)?

e Nesting property!

e A short prefix-suffix must appear:
o at the start of a long prefix-suffix, because it's a prefix, and
o at the end of a long prefix-suffix, because it's a suffix.

e If we failed to extend xyx, we could then try extending x, its longest prefix-suffix.
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The failure function

Definition (7 function)

Let 7(k) be the length of the longest string which is both a (proper) prefix and suffix of B.

Br (k) is therefore the longest substring which appears at both the start and the end of By
(allowing partial but not total overlap).

We will call 7 the failure function, but some authors refer to it as the prefix function.




The failure function

> Any time we fail to extend our current partial match (of length k), we could instead try to
extend the longest prefix-suffix (of length 7(k)).
e Compared to the naive algorithm, this allows us to skip some starting points (such as
.. .XyXyX).
o We know 7(5) is 3, not 4, so the last four characters of the text don't match the first four
characters of B.
o This means there is no chance for a full match of B starting four characters ago.

e |t also allows us to skip matching characters of the text that we have already matched.
o The most recent three characters of the text (...xyxyx) don't need to be checked individually.
o We know from the structure of the pattern that they will match.
» If this fails, we could then try to extend its longest prefix-suffix (of length 7(7(k))), and
SO on.
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The Knuth-Morris-Pratt Algorithm

Algorithm

Maintain pointers / and r into the text, which record the left and right boundaries (inclusive)
of our current partial match.

» Initially, / =1 and r = 0.
» We'll use w = r — [ 4+ 1 as shorthand for the length of the current partial match.

Scan forwards through the text.

» Compare the next character of the text a,.1 to b,1. If they agree, then we can extend
the partial match.

» Otherwise, shorten the partial match: reduce w to m(w) by increasing / by the appropriate
amount, and repeat the previous step.

» If the characters ever agree, increase r by one and move on to the next character of the
text.

» If a match of length O can't be extended, simply increase both / and r by one and move on.

If the match length w reaches m, report a match for the entire pattern. Then reduce w to
m(m) (by increasing /) and continue, to detect any overlapping full matches.

122
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The Knuth-Morris-Pratt Algorithm

» What is the time complexity of this algorithm?

» For each of n characters of the text, we might need to compare it to several characters of
the text; is this also O(nm) time?

» No! It is actually linear, i.e., O(n).

> After each comparison between a pair of characters, at least one of the pointers / and r
moves forwards.
o |f the characters match, we increase r by 1.
e |f the characters don’t match, we increase / to shorten the partial match
o If the match length is zero, we increase r by 1 also.

» Each pointer can take up to n values, so the total number of steps is O(n). This is an
example of amortisation.
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Computing the failure function

» All this assumes that we have computed the failure function 7. How would we actually do
that?

» Dynamic programming! Let's form a recurrence, using the same ideas as before.

» What's the longest prefix-suffix of Bjyi17?

e lIdeally, it's the extension of the longest prefix-suffix of By, namely By (xy.
o If byi1 = bﬂ(k)+1, then 7T(k + 1) = 7T(k) + 1.
e Otherwise, what's the next best candidate to extend? Br(x(x) - .-
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Computing the failure function

Subproblems: let 7w(k) be the length of the
longest prefix-suffix of B.

Recurrence: for k > 1, w(k+1) =

m(k)+1 if bes1 = br(k)+1
m(m(k))+1 else if bkr1 = br(r(k))+1
m(m(m(k))) +1 else if by = br(n(r(k))+1

Base case: 7(1) = 0.

Order of computation: solve
subproblems in increasing order of k.

Overall answer: the entire list of
values 7 (k).

Time complexity: O(m), by a
similar two-pointers argument.




126

String matching with finite automata

The Knuth-Morris-Pratt algorithm can be conceptualised using a finite automaton.
A string matching finite automaton for a pattern B of length m has:

e m+ 1 many states 0,1,..., m, which correspond to the number of characters matched thus
far, and
e a transition function §(k,t), where 0 < k < m and t is a symbol in the alphabet.

Suppose that the last k characters of the text A match By, and that t is the next
character in the text. Then d(k,t) is the new state after character t is read, i.e., the
largest j so that the last j characters of A (ending at the new character t) match the start
of the pattern B.

Clearly the transition function ¢ is closely related to the failure function 7.
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String matching with finite automata

As an example, consider the pattern xyxyxzx. The table defining §(k,t) would then be as

follows:

k | matched || x |y | 2
0 1/0(0
1 X 112|0
2 Xy 3(0(0
3 Xyx 1140
4 XyXy 5(0|0
5| xyxyx [|[1|4]6
6| xyxyxz || 7|00
7| xyxyxzx || 1|20
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String matching with finite automata

This table can be visualised as a state transition diagram. From each state k, we draw an
arrow to 0(k,t) for each character t that could be encountered next. Arrows pointing to state
0 have been omitted for clarity.

B = xyxyxzx
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